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THE DATA FOUNDATION EVERY AI STACK 
SHOULD RUN ON 
ENTERPRISES KEEP REBUILDING WHAT THEIR PROTECTED DATA ALREADY 
HOLDS 

WHAT ENTERPRISES FACE IN CREATING AI STACKS 
Most enterprises did not set out to run AI on a patchwork of providers, but that 
patchwork is where they have ended up. A growing share of companies pull models 
from pure-play providers like Anthropic and OpenAI, while running full stacks from AWS, 
Google, Microsoft, and NVIDIA. Each workload lands wherever the best model meets 
the data it needs. Because the strongest model changes every few months, betting the 
whole company on a single provider has become riskier. 

Every stack runs on the same raw material, the company’s own data. The models and 
tools keep changing, but the data underneath them does not. That foundation of data 
must always be protected. Unfortunately, most enterprises are assembling that data the 
hard way, one provider at a time. 

FEEDING AND PROTECTING AI THE HARD WAY 
Each provider protects its own environment, but none consistently protects and 
recovers data in another provider’s environment, and none was built to recover the AI 
systems themselves. That leaves two problems for every AI project. The first is getting 
the right data into AI, and most plans stop there. The second is protecting the systems 
built on top of it. 

Feeding AI usually means building a dataset for each provider and copying data into 
new stores and pipelines. Every copy tends to lose the security controls that protected 
the original, adds cost, and gives an attacker one more way in. And the hardest data to 
reach is usually the data that matters most. Cloud data is easy to copy and move. 
However, much of the most valuable material still sits on premises, on the company’s 
own servers. It lives in transaction records and in the file shares where employees keep 
the company’s working knowledge. Rebuilding all of this for every new provider is work 
that never really ends. 
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The second problem is newer. AI agents are a new layer of infrastructure, and like the 
servers, virtual machines, and containers before them, they need a protection capability 
built for them. That means protecting the AI agents themselves, along with the memory, 
settings, and history that define what they do. This is often called the agent’s “state,” 
and no two providers handle it the same way. Losing it is expensive. Companies spend 
enormous computing power building up what an agent knows, so if it is corrupted with 
no way back, they lose real money and weeks of rebuilding. Traditional backup was 
built for files and virtual machines, not for agent state. 

THE DATA FOUNDATION ALREADY EXISTS 
A company needs one set of data every stack can draw on, and one that also protects 
the systems built on top of it. Most companies already have that foundation but do not 
think of it that way. It is their backup. 

Five things make a backup the right place to start. 

• It already spans everything. Across the whole company, a backup gathers data 
from cloud and on-premises systems, databases, and file shares into one place. 
That is much of the same data an AI project needs, already assembled. 

• It filters for what matters. A company tends to protect the data it cannot afford 
to lose. That does not replace data classification, but it narrows the field. 

• It refreshes itself. How often the backup runs is how often the data updates. 
That keeps it current enough for the many AI uses that lean on accumulated 
knowledge rather than the last few seconds or real time. 

• It arrives already checked. Well-protected backup data is scanned for malware, 
checked for damage, and tied back to where and when it was captured. An AI 
system drawing on that data is not working from an unknown quantity. 

• It preserves existing access rules. Because entitlements can be captured as 
data is protected, access control can be preserved. Opening the foundation to AI, 
done right, does not widen who can see what. 

A data lake or warehouse can do some of what a backup does. But it is one more store 
to build and govern on its own. It also rarely reaches the on-premises systems that a 
backup already holds. 

A backup platform should also protect the new AI infrastructure, the agent state, 
models, and configurations. It aims to restore them to a clean, known point like 
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everything else. The alternative is to build all of this again for every provider, with new 
copies, fresh classification, and separate protection each time. 

If one foundation holds everything, a single breach could undermine it all. Buyers raise 
that concern early. However, having backups that cannot be changed and splitting 
access across roles limit what an intruder can do. Keeping copies off the main network 
and maintaining provider independence helps prevent a break-in from spreading. When 
it’s built that way, consolidating protection is safer than scattering it across every stack. 

HOW COHESITY BECOMES THAT FOUNDATION 
Cohesity positions itself as the system of record for a company’s protected data. That 
means the authoritative copy of everything is backed up from the production systems. 
Cohesity says its Veritas acquisition made it the largest data-protection vendor, so it 
already holds an unusually complete copy of the enterprise estate. Its AI insights layer, 
Cohesity Gaia, runs directly on that protected copy. As a result, security and data live 
within the same system instead of across two that must be wired together. Cohesity 
manages all of it from a single console, and reaching a new provider means extending 
the foundation, not starting over. 

Cohesity has working relationships with providers including AWS, Google, Microsoft, 
NVIDIA, ServiceNow, and Datadog. Those relationships highlight how a common 
protected data foundation can support a growing range of cloud, security, productivity, 
and AI platforms. Each relationship addresses a different use case, but the underlying 
model remains the same: one foundation serving many environments rather than a 
separate foundation for each. 

EVALUATE THE FOUNDATION AS INFRASTRUCTURE 
All signs indicate that companies will continue to use multiple AI providers and switch 
between them. The data underneath must always be protected and recoverable. A 
platform like Snowflake may be the system of record for transactions and Microsoft 365 
for daily work. But the valuable data is spread across dozens of systems like them. It all 
comes together in the protected copy, and companies should build their AI on it. The 
choice for a buyer is whether a single foundation serves every provider the same way, 
or each gets its own, with its own gaps. 

Run AI across enough providers, and a consistent foundation becomes core 
infrastructure, not a backup expense. It is the practical way to avoid getting locked into 
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any single provider. Production data and its protection are kept separate by design, 
because merging them into one system would give up the isolation that makes the 
protection trustworthy. But a company can have one trustworthy home for all its 
protected data, ready to feed the AI built on top of it.  
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